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Glob'al'(End-to-End) Learning: Energy-Bas}ad Mode"[s.

Y LeCun

Energy
Making every single module in the

system trainable.

Energy-Based Every module is trained

Module simultaneously so as to optimize a
global loss function.

Includes the feature extractor, the
ConvNet recognizer, and the contextual post-
Or other processor (graphical model)

Deep archu.

Problem: back-propagating
Latent Output gradients through the graphical

Variables Input model.




EnerngBased Models

Y LeCun

Highly popular methods in the MachiLearning and Ntural Language
Processing Communities have their roots in Speech and Handwriting Recognition

— Structured Perceptron, Conditional Random Fields, and related
learning models for “structured prediction” are descendants of
discriminative learning methods for speech recognition and word-
level handwriting recognition methods from the early 90's

A Tutorial and Energy-Based Learning:
— [LeCun & al., 2006]

Discriminative Training for “Structured Output” models
— The whole literature on discriminative speech recognition [1987-]

— The whole literature on neural-net/HMM hybrids for speech [Bottou
1991, Bengio 1993, Haffner 1993, Bourlard 1994]

— Graph Transformer Networks [LeCun & al. Proc IEEE 1998]
— Structured Perceptron [Collins 2001]

— Conditional Random Fields [Lafferty & al 2001]

— Max Margin Markov Nets [Altun & al 2003, Taskar & al 2003]



Energy-Based Models for Decision Making
| | ™ . Y LeCun

Human
Animal ¥ Model: Measures the compatibility
Airplane between an observed variable X and
Car a variable to be predicted Y through
Truck an energy function E(Y,X).
t Bvix)
Energy Function F(Y, X *— 1
gy (v, X) Y™ = argminy oy, F(Y, X).
T T @ Inference: Search for the Y that
X Y minimizes the energy within a se
Obseered variables Varlablfes to be ﬂ If the set has low cardinali ty, we
(input) predicted .
_ can use exhaustive search.
(answer)
Human
Animal
Airplane
Car
Truck




But Inference Might Be Complicated

r ' r T

Y LeCun

E(Y, X) ] E(Y, X) IIIWhe.n the
A . cardinality or
y‘[ dimension of Y is
09041 168513425 0100007 large, exhaustive
[0.84 109.62 109.62 34.25 0.37 0 -0.04] R
(017 24566 12533 3425 0350004 search is
[0.16 178.14 54.81 34.25 0.38 0 -0.14] impractical.

i We need to use
“smart” inference

(b) © procedures: min-
T T sum, Viterbi, min
cut, belief
‘ E(Y, X) ‘ [ IHO LG ‘ propagation,
: - ' gradient decent.....

h LS "this" "This is easy" (pronoun verb adj)

(d) (e) ®)



Converting Energies to Probabilities =
eaillh Vg Y LeCun

Energies are uncalibrated

— The energies of two separately-trained systems cannot be
combined

— The energies are uncalibrated (measured in arbitrary untis)

How do we calibrate energies?
— We turn them into probabilities (positive numbers that sum to 1).
— Simplest way: Gibbs distribution
— Other ways can be reduced to Gibbs by a suitable redefinition of

the energy. —ﬁE(Y:X)
PY|X) = e—BE(y,X)’

fyey
oA

Partition function Inverse temperature

€
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Integrafing DeepyLearning and Structured § redictio--ﬁ'..._

# Deep Learning systems can be assembled into

factor graphs
» Energy function is a sum of factors E(X,Y.Z)
» Factors can embed whole deep learning T
systems
» X: observed variables (inputs) Energy Model
» Z: never observed (latent variables) (factor graph)
» Y: observed on training set (output ) 7
variables) I
# Inference is energy minimization (MAP) or free Z
energy minimization (marginalization) over Z and (unobserved)
Y given an X
X Y
(observed) (observed on

training set)
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Integraflng DeepLearning and Structured gredlctlon
TP Y LeCun

# Deep Learning systems can be assembled into
factor graphs

» Energy function is a sum of factors

F(X,Y) = Marg_z E(X,Y,Z)
A

E(X,Y.Z)

» Factors can embed whole deep learning
systems

» X: observed variables (inputs) Energy Model

» Z: never observed (latent variables) (factor graph)

» Y: observed on training set (output 7 7Y
variables) I

# Inference is energy minimization (MAP) or free Z
energy minimization (marginalization) over Z (unobserved)
and Y given an X

- —
F(X,Y) = MIN_z E(X,Y,Z) y y

> F(X,Y) = -log SUM_z exp[-E(X,Y,Z) ] (observed) (observed on
training set)




| Haﬁdw_riting recognition
Sequence labeling

Viterbi 4;/.- ---------------
o | Transformer f

e 2
integrated segmentation and GTsel %O/‘ o
recognition of sequences. » 4

Each segmentation and recognition

hypothesis is a path in a graph Path Selector ;,’.' .......... G-
inference = finding the shortest path f

in the interpretation graph. >

Un-normalized hierarchical HMMs Gint UOI/‘}.
a.k.a. Graph Transformer Networks 3

— [LeCun, Bottou, Bengio,
Haffner, Proc IEEE 1998]

Recognition
Transformer
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Examiple of Latent Variable Models: objeclidetectio:ﬁ

The energy includes “hidden” variables Z whose value is never given to us

E(Y,X)=min E(Z,Y, X).

ez
* L]
Y" = argminy .y 7.z E(Z,Y, X).
E(W,AY, X) EW,Z,Y,X)
B
" ' ’ |
>0 t | |
) B |
| T |
| | \\ I
T | T T T |
G race(X) : 1 e f : :
g | . .
A l Gace l I
/, // l I
| ;X : l l
— ! B ! !
i face" (=1) — position "face" (= 1)
y | or : of or
B "no face" (= 0) : face "no face" (=0)
X Y

A i



Latent Variable Models
_ ‘ Y LeCun

The energy includes “hidden” variables Z whose value is never given to us
— We can minimize the energy over those latent variables
— We can also "marginalize” the energy over the latent variables

Minimization over latent variables:

E(Y, X) = min B(Z,Y, X).
c

Marginalization over latent variables:

1
E(X,Y)=—=log e PE(Y.X)
B z€EZ

X Y
Estimation this integral may require some approximations

(sampling, variational methods,....)



Examplé’ 1 :'Integrated Training with Sequenﬁe A_!ignn'flent

Y LeCun

Spoken word recognition with trainable elastic templates and trainable
feature extraction [Driancourt&Bottou 1991, Bottou 1991, Driancourt 1994]

A
Object models AI/- >

(elastic template)

Energies Switch

Sequence of

feature vectors

LVQ?2 Loss

Trainable feature

Input Sequence

(acoustic vectors) Warping  Category
(latent var) (output)

extractors




- 7 B
Example: 1-D Constellation:Model (a.k a. Dyflamic Time Warping) v Lecun

Spoken word recognition with trainable elastic templates and trainable
feature extraction [Driancourt&Bottou 1991, Bottou 1991, Driancourt 1994]

Elastic matching using dynamic time warping (Viterbi algorithm on a trellis).

The corresponding EBFG 1s implicit (it changes for every new sample).

> Energy
n = Trellis
0 o
€5
g
2 Z
e
Warping/Path
Sequence of (latent var)

feature vectors



The Oldest Examiple of StrUctuf_ed Prediction

Y LeCun

|

Trainable Automatic Speech Recognition system with a
convolutional net (TDNN) and dynamic time warping (DTW)

E(W,Z,Y,X
The feature extractor $ o )
and the structured o= )
classifier are trained 'r,7,1 -
simultanesously in an '&, ~7 DTW
integrated fashion. 1 P
with the LVQ?2 Loss : feapure fvectors v
— Driancourt and [ D -]_|
Bottou's speech t l
recognizer (1991) [ TDNN ] :
with NLL: A word templates :
— Bengio's speech |
reCOgnizer (1 992) Path word in
— Haffner's speech the lexicon
recognizer (1993) X (acoustic vectors) A Y



N ;

What can the latént variables represent?

Variables that would make the task easier if they were known:

Face recognition: the gender of the person, the orientation
of the face.

Object recognition: the pose parameters of the object
(location, orientation, scale), the lighting conditions.

Parts of Speech Tagging: the segmentation of the
sentence into syntactic units, the parse tree.

Speech Recognition: the segmentation of the sentence into
phonemes or phones.

Handwriting Recognition: the segmentation of the line into
characters.

Object Recognition/Scene Parsing: the segmentation of
the image into components (objects, parts,...)

In general, we will search for the value of the latent variable that allows
us to get an answer (Y) of smallest energy.

Y LeCun




Probabilistic Latent Variable. Models

Marginalizing over latent variables instead of minimizing.

€_BE(Z:~Y7X)
P(Z,Y|X) = [ ey sez € PE@=X)
fzez e_ﬁE(Z:YaX)
P(Y|X) — fyey ez e—ﬁE(y,z,X)'

Equivalent to traditional energy-based inference with a redefined
energy function:

1
zeZ

Reduces to traditional minimization when Beta->infinity

Y LeCun



Trainiing an EBM

Y LeCun

Training an EBM consists in shaping the energy function so that the energies
of the correct answer is lower than the energies of all other answers.

— Training sample: X = image of an animal, Y = “"animal”

E(animal, X)<E(y, X))V y#animal

Human T |— Human T ]
Animal BT |3+— After Animal B
Airplane IR |—F  training  Airplane I |
Car ] =% P Car HEE |
Truck I ] :t> Truck R I>

E(Y,X) E(Y, X)



Architecture and’Loss Function

1 i i Y LeCun
Family of energy functions 5 {E(W Y X) W ¢ W}
Training set 5 {(Xl YY) 14 =1...P}

Loss functional / Loss function L(E,S) L(W,S)

— Measures the quality of an energy function on training set

Training I/V}]'c — min ﬁ(W S)

Wwew
Form of the loss functional =

— invariant under permutations and repetitions of the samples

P
L(E,S) = L Y@ Wy X’ )) + R(W).
1= 1/ \ \
Energy surface Regularizer
Per-sample Desired  for a given Xi

loss answer as Y varies



Y LeCun

Human T |— Human T ]
Animal HIET |3+ After Animal ]
Airplane IR |—  training  Airplanc HIE |
Car ] =% == Car I |
Truck R 1—F Truck R ]
A A
push down
W
5 . After 5
- i training -
= 5 =
S S
: > ' >
Answer (Y) Answer (V)

Push down on the energy of the correct answer

Pull up on the energies of the incorrect answers, particularly if they are
smaller than the correct one



Architecture + Inference Algo + Loss Fun?itional = EBM

Y LeCun

E(W,Y.X)

& 1. Design an architecture: a particular form for
E(W,Y . X).

i@ 2. Pick an inference algorithm for Y: MAP or
conditional distribution, belief prop, min cut, variational
W methods, gradient descent, MCMC, HMC.....

¥ 3. Pick a loss function: in such a way that minimizing it
* ? with respect to W over a training set will make the
X

inference algorithm find the correct Y for a given X.
v &P 4. Pick an optimization method.

& PROBLEM: What loss functions will make the machine
approach the desired behavior?



Examp.lés of Loss Functions: Energy LoSs i -
' ' TP ' ———\ Y LeCun

Energy Loss Lenergy Y', EOW,Y,X")) = E(W,Y", X").

— Simply pushes down on the energy of the correct answer

[| Net(X) - Net(Y) ||L1

Neural Net Neural Net
1-6-6 1-6-6
|| Net(X) - Y ||LL param Wx param Wy
Neural Net
1-20-1
(20 hidden
units)
param W




Y LeCun

Negative Log-Likelihood Loss

Conditional probability of the samples (assuming independence)

P
P!, YPIX L xP o) = [ POy X, w).
P P =1
—log | [ POV X", W) =) —log P(Y'| X', ).
1=1 1=1
. e_ﬁE(WaY:Xz)
Gibbs distribution: g — .
Ibbs distribution P(Y[X", W) [, ey e PEWu. XD

P P
~log [ POV |X", W) = Y BEOV, Y, X) + log / e,
=1 =1 ye

We get the NLL loss by dividing by P and Beta:

P
1 L 1

La(W,S)=— (E(W, Y' XY+ = log/
P ; p yey

Reduces to the perceptron loss when Beta->infinity

G—BE(W,y,Xi)) ,




Y LeCun

Negative Log-Likelihood Loss

Pushes down on the energy of the correct answer
Pulls up on the energies of all answers in proportion to their probability

. . 1 i
( (W, Y%, X% + = log / e PEWy, X >>.
/6 ye)y

8Lnu(W, Y%',X@') aE(W, Y@',X“') / 8E(W, Y, X@')
Yey

oW - oW oW

Lon(W,S)

M:

?,=1

P(Y|X", W),

Il t(X) - Net(Y) ||
1 ural Net
1-6-6 1-6-6
param Wx aram Wy




Y LeCun

A probabilistic model is an EBM in which:

— The energy can be integrated over Y (the variable to be
predicted)

— The loss function is the negative log-likelihood

Negative Log Likelihood Loss has been used for a long time in many
communities for discriminative learning with structured outputs

— Speech recognition: many papers going back to the early 90's
[Bengio 92], [Bourlard 94]. They call *"Maximum Mutual
Information”

— Handwriting recognition [Bengio LeCun 94], [LeCun et al. 98]
— Bio-informatics [Haussler]

— Conditional Random Fields [Lafferty et al. 2001]

— Lots more......

— In all the above cases, it was used with non-linearly
parameterized energies.
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A Simnpler Loss Bunctions:Perceptron Loss,

Y LeCun

Lyerceptron(Y', E(W, ¥, X")) = E(W,Y", X*) — min E(W,Y, X").

Perceptron Loss [LeCun et al. 1998], [Collins 2002]

— Pushes down on the energy of the correct answer

— Pulls up on the energy of the machine's answer

— Always positive. Zero when answer is correct

— No "margin”: technically does not prevent the energy surface
from being almost flat.

— Works pretty well in practice, particularly if the energy
parameterization does not allow flat surfaces.

— This is often called “discriminative Viterbi training” in the
speech and handwriting literature



Perceptron Loss’for Binary Classification i

Y LeCun

Lperceptron(Y', E(W, Y, X")) = E(W,Y", X*) — min E(W,Y, X*).

Yey

Energy: EW,)Y, X)=-YGw(X),

Inference: Y* = al"gminye{—1,1} —YGw(X) =sign(Gw (X)).
P

Loss: L W.S ! ' ‘ ' i

- perceptron( 3 ) — F Z (Slgn(GW (X )) -Y ) Gw (X )
i=1
. _ . - OGw (X!
Learning Rule: W —W+n(Y" —sign(Gw(X")) w )3
oW
If Gw(X) is linear in W: E(W, Y, X) = —”}’kL’L-"%'rIIJ{X )

W — W +n (Y —sign(W'@(X7))) 2(X7)



Y LeCun

A Better Loss Flinction: Generalized Margin Lpsses”"'

First, we need to define the Most Offending Incorrect Answer

Most Offending Incorrect Answer: discrete case

Definition 1 Let Y be a discrete variable. Then for a training sample (X', Y"), the
most offending incorrect answer Y ' is the answer that has the lowest energy among
all answers that are incorrect:

V' = argminy ¢ yonay 2y E(W. Y, X7). (8)

Most Offending Incorrect Answer: continuous case

Definition 2 Let Y be a continuous variable. Then for a training sample (X', Y"), the

most offending incorrect answer Y' is the answer that has the lowest energy among
all answers that are at least e away from the correct answer:

Y = argminy .y 1y _yi| s E(W, Y, X7). (9)



Examples of Generalized Margin Losses

Y LeCun

Lhinge(W,Y*, X") = max (0,m + E(W,Y*, X*) — E(W,Y", X")),

Hinge Loss

— [Altun et al. 2003], [Taskar et al. 2003]

— With the linearly-parameterized binary
classifier architecture, we get linear SVMs

Loss: L

Liog (W, Y X’i) — log (1 4 eE(W,w',Xﬁ')—E(Wg‘?i,X%‘)) -

Log Loss
— “soft hinge” loss

— With the linearly-parameterized binary
classifier architecture, we get linear
Logistic Regression

Loss: L




Examples of Makgin Losses: Square-Squate Loss

Y LeCun
Leq—sq(W, Y%, X") = E(W,Y", X*)? + (max(0,m — E(W,Y", X*)))"
Square-Square Loss | ——

— [LeCun-Huang 2005]

— Appropriate for positive energy
functions

|| Net(X) Net(Y) ||L1
Neural Net Neural Net

1-6-6 1-6-6
param Wx param Wy




Other Margin-Dike Losses . '

LVQ2 Loss [Kohonen, Oja], Driancourt-Bottou 1991]

— EW,Y', X)) —-EW,Y"! X"
leqg(VV,Yz,XZ)zmin(l,maX(O, (WY, X°) v, Y7, ))>,

SE(W,Y' X1)

Minimum Classification Error Loss [Juang, Chou, Lee 1997]
Lince(W, Y, X') = 0 (E(W,Y", X') - E(W,Y", X)) ,
o(x)=(1+e*)!

Square-Exponential Loss [Osadchy, Miller, LeCun 2004]

LSq—exp(m Y%‘j X?') — E’(m Y?;’ X%)Q _|_ ’}/B_E(W’?é’Xé)

Y LeCun



What Make a “Good” Loss Function =

Good and bad loss functions

Y LeCun

Loss (equation #) | Formula Margin
energy loss EW,Y" X" none
perceptron EW,Y', X") — minyecy E(W,Y, X?) 0
hinge max (0,m+ E(W,Y", X*) — E(W,Y", X")) m
log log (1 + eE(W,Yi,Xi)—E(W,W,Xi)) >0
LVQ2 min (M, max(0, E(W,Y", X*) — E(W,Y", X")) 0
square-square EW,Y" X")? — (max(0, m — E(W, Y, Xi)))2 m
square-exp E(W,Y' X124 ge” FWY5XY) | >0
NLL/MMI E(W, Y, X%) 4 §log [ oy e PPV XD >0
MEE | — e BEWY' X /fuey e~ PEW,y,X") > 0

Slightly more general form:

LW, X' Y)=), H(E

EwW.Y X)—E(W,y, X)+C(Y', y))



Recognizing Written Words
With Deep Learning
And Structured Prediction




End—to End Learnlng Word Level Dlscrl linative ﬁaining

_ _ Y LeCun
< Energy > Making every single module
in the system trainable.
Every module is trained
< Word Hypotheses simultaneously so as to

optimize a global loss

(factor graph)l -y Geometry function.

C Character Hypothe@ Includes the feature extractor,
o the recognizer, and the

ConvNet th contextual post-processor
i (graphical model)
Deep Architecture

Segmentatio) (WOrdD Problem: back-propagating

radients through the
(latent) @Ord Ima@ (output) graphical mode?.
(input)




“Shallow” Structiired Prediction
Y LeCun

Energy function is linear in the pareters

E(X,Y,Z
E(X,Y,Z)=), W h(X,Y,Z) e

with the NLL Loss :

— Conditional
Random Field
[ Lafferty, McCallum,
Pereira 2001] Params

W1 W2 W3
" e F
- Max Margin eatures (X,Y,Z) (X,Y.Z) (X,Y,Z)

Markov Nets and
Latent SVM [Taskar,

Altun, Hofmann...] OutputS' Y1
with Perceptron Loss

— Structured Latent Vars: Z1
Perceptron

[Collins...] Input: X

Y4




Deep StructuredPrediction

| ‘ 1 Y LeCun
Energy function is linear in the parameters

E(X Y,2)

E(X,Y,Z)=) g(X,Y,Z, W)

Graph Transformer Networks
— [LeCun, Bottou,
Bengio,Haffner 97,98]
— NLL loss
— Perceptron loss - -
ConvNet [lg(xY.Zw) g(X,Y,Z,W) g(X,Y,Z,W)

Outputs: Y1 Y4

Latent Vars: Z1

Input: X



Using Graphs instead of Vectors or Arrays.§
_ ,_ m . Y LeCun
traditional graph . .
radient-based ransformer | Whereas traditional learning
arner netwark machines manipulate fixed-size
fixed-size  sae graphs vectors, Graph Transformer
- Networks manipulate graphs.
| .%l
| Layer | | '?rr:npsl}urmer

!
ok

| Layer | | Graph

Transformer

!
) 3ot
nﬁE




‘Deep Factors & implicit

Viterbi 4;/.- _______________
» Transformer ?

3 2
Handwriting Recognition with Graph GTsel %O/‘Q
Transformer Networks > 4

Un-normalized hierarchical HMMs

— Trained with Perceptron Path Selector
loss [LeCun, Bottou,
Bengio, Haffner 1998]

— Trained with NLL loss GTint
[Bengio, LeCun 1994],
[LeCun, Bottou, Bengio,
Haffner 1998]

Answer = sequence of symbols

Latent variable = segmentation e o
Transformer f

DO
g2l 12

(1342" ) (path

¢ e Z

graphs: GTN




[0.7](+1)

Graph Transformer

Networks

CLAMPED PHASE

3 [@]+7)
¢ ‘b\
Gy “t " [MI+ﬂ

| Viterbi Tansformer

[@af+ f +[24%0)
Variables: tl\amMﬁm
_ T I "34" sl Path Selector |
X: mput_lmage il ‘ |
_ Z: path in the Answer I|1tgﬁ£lt;ﬂtnn
interpretation Gint
graph/segmentation
— Y: sequence of labels on
a path \lt—” I"H--I:| f{’t_” Fecognition
W 4 4 H 1 Tanskman
Loss function: computing the Neuz! Net T il | R T rec
. Weights
energy of the desired answer: : |
E W Y X £ Segmentation
( Y ? ) < aegalmﬁn
Geq

|  Segmenter |

4




§ oa-1n

Graph Transformer

Networks ‘ e FREE/UNCLAMPED PHASE / I

=
. __-l?. it

6:1 [l:|.1]|:_1].,51 [I:I..|.]|:_1'|H1 [u.1]c_n‘.

1

["Viterbi Transformer |

Variables:
— X: input image
— Z: path in the

interpretation
graph/segmentation

— Y: sequence of labels on

Intepretation
Eraph

G int

\\t_” Jlrt-'_” ﬁ_” Feacognitian

a path W 4 4 1 Tramsiomear
Loss function: computing the Neural Net - Trec
. Weights ] !
constrastive term: i
E(W, Y, X) l Seqgmentation
< amEph
Ggeg

|  Segmenter |

kv



Graph Transformer

Networks

Example: Perceptron loss

Loss = Energy of desired
answer — Energy of best
answer.

— (no margin)

Loss Function
[@A]+17

19-711+1) [0.6](—1)

a[@ A1)
S b\ A ey
G, ‘t :

1l:'\|' it + [l:l-ﬁ}:+ 1) 63 [U.‘l]l:—‘”'ﬁl [l:l.-l-]l:— 1 H'I [U.]I—‘l‘lh

I Viterbi Tansformer § T
e, R
A 6\ ; . [Viterti Transfocrmer )
3 [E4KO) +[oEE+1]

"34" ——wt Fath Selector |

Desired s

Answer

Intepretation
Graph

G int

\I"-t_“ |||(H_1:I f{l:t_” Fecognitan
1

4 4 Tamsoma
w__lm"uu'lm"mHm T

f

|

Meuml Met rec
Weights

Seqgmentation
Graph

G

seg

| Segmenter |

Ex



Integrating DeepyLearning and Structured

# Structured prediction: when the output is
structured: string, graph.....

# Integrating deep learning and structured
prediction is an old idea

» In fact, it predates structured
prediction [LeCun, Bottou, Bengio,
Haffner 1998]

# Globally-trained convolutional-net +
graphical models for handwriting
recognition

» trained discriminatively at the word
level

» Loss identical to CRF and structured
perceptron

» Compositional movable parts model

red icti on

Y LeCun

Loss Function
[@.3]0+1)

L [)
3 [0.1]{+1]
¢ / Ci‘.\ G
=it
G i ‘t— 4[!:.514”/.

[0.1]i=1) [0 A= g o1 [21%-1]
-1 t Y

| Viterbi Tansformer §
EICRY ] t .
[2 4o
o e
3 [34)0) +[0E+1]

"34" ——nt Fath Selector |

| Viterbi Transformer §

Desimed i
Answer { Intepretation
Al Graph
G int
0
. Facognition
4 Tranmrsbmear
w - T
Meural Met s
Weights f 1
' !
3 l Seqmentation
< Graph
%L GEQ

| Segmenter |

Er




Global (word-level) Training

Pen-based handwriting recognition (for
tablet computer)
— [Bengio&LeCun 1995]

SDNN/HMM

no glebaliraining
with ghobal fraining

HOS

no glebaliraining
with globalfraining

HOS
no ghobaliraining
with globalfraining

Helps

No Language lModel

fffffffffff

,,,,,

rrrrr

HNo Languaoe Model

POErr POOCRrE POOTErE

25K Word Lexicon
e

Fl.d

——

Q

Viterbl Graph

Interpretation Graph

Language
Model O tRg ™

Recogniltion Graph

AMAP Graph

Y LeCun

Beam Search
Transformer

1

>

Compose

1

W ]

Recognition
Transformer

T
Bq-ﬂﬁ-ﬂ-'bw
R

AMAP Computation

1
Segmentation Graph uﬂﬂ%ﬁ
o

Normalized Word

Segmentation
Transformer

)

I ———

Word Normalization

Script



G'.l.'aph LComposition,

Transducers.

The composition of two graphs
can be computed, the same
way the dot product between
two vectors can be computed.

General theory: semi-ring
algebra on weighted finite-
state transducers and
acceptors.

Interpretation graph

ut!l U.B

Re 3
2

2
&

]

e

Interpretations:
cut (2.0)
cap (0.8)
cat (1.4)

grammar graph

Recognltion
Graph




Check Reader

Graph transformer network
trained to read check amounts.

Trained globally with Negative-
Log-Likelihood loss.

50% percent correct, 49%
reject, 1% error (detectable
later in the process.

Fielded in 1996, used in many
banks in the US and Europe.

Processes an estimated 10% to
20% of all the checks written in
the US.

1.1 discriminant cost
!

+_'O\-

negatlve log-llkellhood 4.3 _— ~_ 3.2 negatlve log-llkellhood

— .

Forward Forward
i
i $-02 all possible
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correct
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Recognitlon Graph @ .
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Fleld Graph
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Segmenter
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Loss Function toytrain Energy-Based Mode}s

Good and bad loss functions

A tutorial on Energy-Based Learning [LeCun et al 2006]

Y LeCun

Loss (equation #) | Formula Margin
energy loss EW,Y" XY none
perceptron EW,Y", X") — minyecy E(W,Y, X?) 0
hinge max (0,m + E(W,Y*, X*) — E(W,Y", X")) m
log log (1 + eE(WaYﬂX%‘)—E(WaYﬂXz’)) >0
LVQ2 min (M, max(0, E(W, Y, X1) — E(W, V¢, X%)) 0
MCE (1 _I_6—(E(W,Y""’Xé)—E(W,Yé’Xi)))—1 - 0
square-square EW,Y", X")? — (max(0,m — EW, Y, X* ))) m
square-exp EW,Y", X2 4+ Be~ WYZ X5 | > 0
NLL/MMI E(W,Y?, X%) glog [ oy e PETHXD) > 0
_ e~ BEW)Y e~ BE(W,y,X")
MEE | —e X[ e 7 >0




Deep.S'tructured Predictions for Speech ani Handwii;iting

_ ‘ ‘ Y LeCun
Trainable Speech/Handwriting Recognition systems that integrate Neural Nets
(or other “deep” classifiers) with dynamic time warping, Hidden Markov
Models, or other graph-based hypothesis representations

Word-level global discriminative training with

Word-level global ConvNets:

discriminative training
with GMM: with the LVQ2 Loss :

— Driancourt and Bottou's speech
recognizer (1991)

With Minimum Empirical , o
with Neg Log Likelihood (aka MMI):

Error loss
— Ljolje and Rabiner — Bengio (1992), Haffner (1993),
(1990) Bourlard (1994)
With MCE CRF-like Late normalization
— Juang et al. — un-normalized HMM
(1997) — Bottou pointed out the label bias

problem (1991)

— Denker and Burges proposed a solution
(1995)

— Implemented in (LeCun et al 1998)



	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23
	Slide 24
	Slide 25
	Slide 26
	Slide 27
	Slide 28
	Slide 29
	Slide 30
	Slide 31
	Slide 32
	Slide 33
	Slide 36
	Slide 37
	Slide 38
	Slide 39
	Slide 40
	Slide 41
	Slide 42
	Slide 43
	Slide 44
	Slide 45
	Slide 46
	Slide 48
	Slide 49

